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Parallel Background SPCC|

* Simulation science drives computing power
— Consistently more computation power needed than available
— Runtime of months on a single processor not uncommon
— Parallel programs often start out as serial programs

* HPC computing synonymous with parallelism

*  Why not just make a faster chip?

— Theoretical
— Physical limitations to size and speed of a single chip
— Capacitance increases with complexity
— Speed of light, size of atoms, dissipation of heat
— Voltage reduction vs Clock speed for power requirements

— Voltages become too small for “digital” differences

— Practical
— Developing new chips is incredibly expensive
— Must make maximum use of existing technology

* Solution
— Use many CPUs cooperatively on the same problem




Parallel Systems SPCC|

« Different types of parallel systems
— Shared memory
— Distributed memory
¢ Distributed memory: MPI
— Each processor has its own local memory
— Processors connected by some interconnect mechanism
— Processors communicate via explicit message passing
— Highly scalable architecture
* Shared memory: OpenMP
— Each processor has access to a global memory store
— Communications via write/reads to memory
— Caches are automatically kept up-to-date or coherent
— Simple to program (no explicit communications)
— Scaling is difficult because of memory access bottleneck
— Usually modest numbers of processors _
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SpCC

Access

¢ HPC system
— Large single site machines
— Remote location
— Linux/Unix O/S
— Access via SSH
File transfer over SSH (SCP/SFTP)

* Secure system
— Managed security polices
— Restricted access for users
— Multi-user devices
— Constrained software installation etc...
¢ From linux and unix systems ssh command usually available

[adrianjRgateway adrianj)$ ssh -1 adrianj login.hector.ac.uk
[adrianj@gateway adrianj]$ ssh adrianj@login.hector.ac.uk

— SSH requires username and will prompt for password

— Possible to setup access without password by using encrypted shared keys but more
complicated

— X server needed for displaying multiple windows or windowed applications




File Transfer SPCC|

« FTP provides unsecure file browsing and transfer

— Computer accessed using ssh are unlikely to have open ftp ports

- SFTP and SCP are secure alternatives

- File transfer over ssh

— Generally slow because encrypted
[adrianj@gateway adrianj]$ scp file.txt adrianj@training.epcc.ed.ac.uk:
¢ Windows/Graphical versions available

- Putty, WinSCP, etc... "3 adrianj - adrianj@10.0.0.3 - WinSCP

* Generally have good network [ [ Sl soe ver vee S
access (JANET) AR Taxs e o EP B e
— May have more optimal @3- [ D -[g] Ioves Vg
transfer tools ;-"j“:::'"‘@'°‘°'°” Sl
= GridFTP, bbFTP S e = ot J ! -
¢ Shared filesystem available
once logged on B B & @
— Necessary for high
performance - ) | - =]
= Often have separate home 3
and work directories Other commands







Batch Systems cont... IEOCC

* Proprietary software, a number of different systems around

— Sun Grid Engine
Loadleveler

- PBS

- LSF

* Basic features include:

— Automatic submission of jobs

— Interfaces to monitor execution

— Priorities and/or queues to control the execution order of unrelated
jobs

— Interfaces which helps to define workflows and/or job dependencies

— Scheduling optimisation algorithms

— Resource monitoring/accounting




Batch System Concepts

SCC

* Queues
— Portions of machine
and time constraints

— Generally small
numbers of defined
queues

* Generally specify:
Executable name
Account name
Maximum run time
Number of CPUs

Output file
names/directories

HPCx (phase3) batch system LPAR allocation status at: 2008-10-20 14:24:30

11 12 13

£401  (cm) (inter)
£402 (serial) (inter)
£403 ........ uclmbw  dlrojo
£404 wuclmbw pvs pvs
£405 tal06  dlrojo ucjela
£406 rashed rashed jcatto
£407 cdomene cloenarz wojcik
£408 talos rashed cillin
£409 cdomene ucjela taloé
£410 SWrO5VAS ...ciiin sannieas
£411
£412
£413
£414
£415 Jony jony jony
£416 Jony jony jony
£417 jony jony jony
£418 Jony jony jony
£419 jony jony jony
£420 jony jony jony
£421 Jony jony jony
£422 jony jony jony

Batch parallel {(capahility):

Batch parallel (capacity (S)):
Batch parallel (capacity (L)):

Batch parallel (development):

Batch parallel (course):
Interactive shared parallel:
Batch serial:

Unavailable:

Total:

14 15
uclmbw  uclmbw
uclmbw  pvs
cillin dlrojo
talos jcatto
cdomene cillin
jcatto  dlrojo
ucjela ........
surddojb shosking
jony jony
jony jony
jony jony
jony jony
jony jony
jony jony
jony jony
jony jony

Total Alloc Idle
64 64 0

16 13 1

36 36 0

12 6 6

o 0 0

2 o 2

1 1 0

a o 0

163 154 9

16 17 18
uclmbw  uclmbw  uclmbwr
pvs dlrojo dlrojo
talo6 dirojo ucjela
rashed tal0é talos
cillin cloenarz jcatto
cdomene dlrojo  tal0é

swr0dojb shosking emmaria

jony jony jony
jony jony jony
jony jony jony
jony jony jony
jony jony jony
jony jony jony
jony jony jony
jony jony jony






















XE6 Cabinets (XT4 in the background)
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Excellent general-purpose MPP machine

Easy to port codes to

Support for upcoming technologies (PGAS, single-sided comms)
Stable and fault-tolerant
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» Each 12-core chip consists of two 6-core NUMA regions with a shared L3
cache??

* Gemini interconnect designed to scale up to 1 million nodes
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Linux-based means that it is usually relatively easy to portscode
Limited back-end implementation can cause problems

Cray LibSci includes multithreading by default and is autotuned (on node)
problem size

PETSc is also autotuned
Lots of help for debugging and performance analysis on the system
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* Wide range of science on the system
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» Chemistry/materials science dominates HECToR
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Phase 2b only

Two peaks in the job size histogram

Largest peak at 3072-6144 cores — VASP, UM, CP2K and CASTEP
Other peak at 384-768 cores — CASTEP, VASP and CP2K

Only one code can use 24000 cores - SENGA
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100 times increase in performance (node) — all from increased number of
cores per node

10 times increase in memory
10 times increase in network bandwidth
10 times increase in /O
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No point having a large compute resource if no-one can use it effectively
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