Neil Geddes, NGS Director

Europe has invested heavily in e-science programmes over recent years both at the
National and the European levels. Within this investment grid technology is recognized
as a key component “e-infrastructure” enabling collaborative distributed computing in
support of research programmes. Perhaps the best known application of grid computing
is the world-wide grid infrastructure supporting the experiments on the Large Hadron
Collider at CERN.

Many countries have launched National Grid Initiatives (NGI) to establish National grid
infrastructures supporting a wide range of research, much like the NGS in the UK.
Driven by the needs and requirements of the pan-European research community, in
2007 the European Commission supported a Design Study project (http://web.eu-
egi.eu/) to investigate the creation and operation of an organizational model for a
sustainable pan-European grid infrastructure. The culmination of two years work saw

the first Council meeting of the new organisation, the EGI, in Amsterdam in July 2009.

EGI membership is open to fee paying NGI's (a maximum of one per country) and

e

international organisations such =~

as CERN and EMBL. So far 34 "= -
countries have joined, as well ‘e ’
as CERN and EMBL. The

distribution of members across

Europe is shown below. For the

UK, the formal member is JISC
(www.jisc.ac.uk/), who have

delegated the NGl role to the  — :
NGS.
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The NGS has recently held two roadshow events — one at the

University of Glasgow and one at Queen’s University Belfast (QUB).

The Glasgow event took place at the end of September and we had i
an excellent turn-out of over 40 people from the universities of

Strathclyde and Stirling as well as Glasgow. As always we had two NGS users who presented their
research and demonstrated the benefits of using the NGS. This time both speakers were from the
University of Manchester. Sanjay Kharche spoke about his work using the NGS for cardiac modelling
whereas Mahmoud Ibrahim spoke about the use of Gaussian on the NGS. As always lunch was a lively
event with plenty of discussion regarding NGS resources and use in different research areas including

the arts and humanities.

The next stop for the NGS was QUB in October were we had almost 30 people registered for a roadshow
where this time we had speakers from the universities of Leeds and Strathclyde. Che Seabourne from
Leeds talked about using NGS resources for the computational modelling of electron microscopy and
Julie Bardin from Strathclyde explained her research into the investigation of phase transitions and proton

transfer in crystalline salts using CASTEP on the NGS.

Both roadshows prompted a lot of discussion on possible uses of the NGS in a wide range of research
and many of the attendees have now applied for access to NGS resources. We are currently looking at
booking roadshows in for 2010 so if you would like to host an event at your institution then please contact

the NGS helpdesk.

As many of you will have already seen, a new website for the NGS has recently been launched. We
have been aware of the need to revamp our website for some time and we hope that you will find the

new site easier to use.

We have tried to place content in sections so it is easy to find what you are looking for. For example
the section entitled “Use the NGS” contains information on applying for an account, managing your

account, user tools and applications, a “how do” section and support. All the things you need to start
using the NGS basically! The new website can be found at the usual address of www.ngs.ac.uk and

your feedback is welcome!




Visions and Objectives of EGI

The mission of EGI is to ensure that Europe capitalises fully on its large investment in grid infrastructures,

middleware development and applications, the objectives of EGI are:

Ensure the long-term sustainability of the European e-infrastructure
Coordinate the integration and interaction between National Grid Infrastructures

Operate the European level of the production grid infrastructure for a wide range of scientific

disciplines to link National Grid Infrastructures

To achieve these goals the EGI will

Provide global services and support that complement and/or coordinate national services

(Authentication, Virtual Organisation support, security, etc)

Coordinate middleware development and standardisation to enhance the infrastructure by
soliciting targeted developments from leading EU and National Grid middleware

development projects

Advise National and European Funding Agencies in establishing their programmes for

future software developments based on agreed user needs and development standards

Integrate, test, validate and package software from leading grid middleware development

projects and make it widely available
Provide documentation and training material.
Link the European infrastructure with similar infrastructures elsewhere

Promote grid interface standards based on practical experience gained from grid

operations.

Collaborate closely with industry

At present the EGI Council is operating as an interim body overseeing the creation of a formal legal

entity, to be called EGl.eu, which will be based in Amsterdam. EGI.eu will be created as a Dutch

Foundation (Stichting) in the first few months of 2010. EGI (the sum of EGl.eu and the member NGI'’s)

will be fully operational in the second quarter of 2010 to take over responsibility for operating the current

EGEE and LHC production services.

Continued on p4




The acting Director of the EGI, Steven Newhouse (right), will be familiar to many in the ww ‘

P

UK having previously worked at both Southampton University and Imperial College

and been a regular attendee at the UK e-Science All Hands meeting.

The European Commission are supporting the creation of EGl.eu through funding opp-
ortunities under the 7th Framework Programme (http://cordis.europa.eu/fp7/). In total
the EC hope to invest almost €50M over the next three to four years to establish both
the EGI and the partner European HPC initiative, PRACE. These initiatives, together

with GEANT the pan European research network, form the building blocks of an increasingly
sophisticated European “e-Infrastructure” being built to support European research programmes such as

those being considered by the European Strategic Forum on Research Infrastructures (http://cordis.

europa.eu/esfri/). These pan European activities cover all branches of research at a European level,
including energy, agriculture and fisheries, biotechnology, medicine, engineering, physical and social

sciences.

UK NGI

Within the UK, the National Grid Initiative is currently a combination of the NGS and the GridPP project
(http://www.gridpp.ac.uk), including the UK'’s National supercomputer facility, HECTOR
(http://www.hector.ac.uk/). NGS and GridPP are working together to ensure that the UK are appropriately
engaged in EGI to support UK researchers working on European and international projects. We expect
the UK NGI organisation to evolve further in the future as the specific requirements of UK researchers

become clearer.

| HS%%& ()* "+

The NGS has launched the annual NGS user survey and we want to hear from you! The user survey
will ask about your usage of the NGS, if you are aware and use the range of services that we offer, if
your research would have been different without the NGS, how you submit jobs and what training you
would like us to offer. There is also the opportunity to have your research publicised through the NGS
on our website, articles etc. The survey should take about 5 mins to complete and all submitted
surveys will be entered into a draw for one of three Amazon vouchers. To complete the survey please

visit http://tiny.cc/NGSsurvey. The draw is open to all registered NGS users.
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In the September 2008 issue of the NGS Newsletter | wrote an article describing how the NGS resource
broker could be used to run 100’s of BLAST homology searches in parallel across the NGS grid. In the
article | used Emboss to generate 100’s of random variations of a short example DNA sequence, then in
a separate step submitted 100’s of separate BLAST jobs to run homology searches to the human DNA
database. This was a theoretical example of the application of the Resource Broker to problems of this
type. In the intervening year DNA sequencing and annotation technology has move on and so has the
NGS services. In this article we'll look at how the successor to the Resource Broker, the NGS UI/WMS
service (User Interface/Work Load Management system - which was released into production at the end
of October) has been used on a real DNA annotation problem, reducing the analysis from a month to a

couple of days and in principal to a few hours.

The example we'll discuss in the work of NGS user Paul Wilkinson from Exeter University. Paul describes

his research:

"We are analyzing the transcriptomes of non-model insects that are major crop pests. A transcriptome is
the set of all messenger RNA (mRNA) molecules, or "transcripts,” that are produced in a population of

cells and reflects the genes that are actively expressed at any given time.

The entire transcriptome of an insect pest is sequenced using the latest high throughput DNA sequencing
technologies (454). Assembling this sequence data generates in excess of 40,000 contigs which are

annotated by comparing the expressed sequences against known protein sequences contained in protein

databases such as UniProt. These homology searches are performed using BLAST, however the length
of time it takes to perform BLAST searches for a single transcriptome has caused a bottleneck in our data
analysis pipeline. The ability to run multiple BLAST searches using the NGS resources will help to
dramatically reduce the time it takes to characterise all of these expressed genes.

It is hoped that this will lead to the discovery of new enzymes that will have industrial applications in the
field of biotechnology.“

Since it started, the NGS has supported many of the popular bioinformatics application software
packages such as NCBI-BLAST and EMBOSS for searching and manipulating sequence data, and
Gromacs and NAMD for molecular dynamics simulations. To complement these, many of the popular

protein and nucleotide sequence databases such as, for example, the EBI UNIPROT and EMBL are

Continued on p6




mirrored on (currently) 4 of the NGS nodes and updated daily from EMBL.

The database synchronisation to EMBL and across the NGS is done in a way that always keeps the sites
in sync with one another. This is important because EMBL releases updates to their databases daily. If
different NGS sites have different updates , homology searches run at one site may produce subtly
different results than those run at another site. To use the power of the NGS Grid, and the WMS, an

analysis must return the same results regardless of the site it is run at.

The NGS Resource Broker used in the previous article was the gLITE 3.0 Resource Broker. This service
has now been superseded by the superior gLite 3.2 WMS (Work Load Management) resource broker.
This is the brokering service used extensively by our GridPP colleagues in the UK and across the globe,
for analysis of CERN LHC (Large Hadron Collider) data. As such it has been extensively stress tested
running 10,000's of jobs daily. In this article on Paul's work we broke the data into around 1000 separate
analysis 'packages' of around 50 DNA annotations, that were then spread over the NGS to run in parallel.
In principal we could have split up the annotation problem into 40,000+ separate analyses, one per DNA
contig. In the previous article we ran around 100 separate equivalent jobs, so the magnitude of the

capability improvement is self evident.

The WMS Resource Broker, allows users to easily submit jobs to the whole of the NGS relying on the
WMS to chose which NGS resources to use for their jobs. The user specifies the resources required, for
example the job should be run on the least loaded resource that has Emboss installed, or the job must be
run on the NGS node at RAL. The UI/WMS automatically uploads (stages) any required input files or
programs, for the job, to the NGS host it has chosen to run the job on. The old RB service required users
to manually retrieve retrieve the output files after the job has completed by referencing the jobid. In new
UI/WMS can do this automatically, placing the output files in the same directory on the Ul (login machine)
as the input files were, or any other host/directory combination requested by the user. The new UI/WMS
service thus makes the NGS grid appear to the user just like using a local machine or cluster to submit
jobs to - just much bigger. At this time the NGS UI/WMS service has in principal access to over 8,000

CPUs - increasing all the time as more of the NGS sites are integrated into the WMS service.

The UI/WMS has a number of advantages over the old RB service. I've outlined the output staging
capabilites, which will be used in the this example. The WMS also has the ability to submit parameterised
job submissions which we'll use in this article and also job "collections". Both of these features allow the
user to submit 100's or 1000's of jobs easily from one input job description (a small JDL file - Job
Description Language). In the previous article | showed how to submit 100's of EMBOSS and BLAST jobs
using a batch script to submit each RB job individually. In this article I'll show around 1000 jobs being

submitted and managed by one command, without any scripting. A substantial improvement in usability.

Continued on p7




Gaussian UpdateTo use the UI/WMS users need to login to the NGS Ul (User Interface) machine
ngsui03.ngs.ac.uk Although this can be done using Gsi-sshterm java tool or gsissh in the same way as
connecting to any of the NGS core resources, the new WMS Ul machine allows access using any SSH
tool (Eg Putty in Windows, or command line ssh under Linux) and a myproxy username and password
and is the default login route in all NGS UI/WMS documentation. This is the new NGS developed
MEG/KGsiSSH interface *4. This SSH access also allows your favorite ssh copy tools such as WinSCP

or scp to be used as well as the NGS HERMES multi protocol file browser *2 .

In Fig.1 we use the NGS developed MyProxy Uploader/Certificate Wlzard java tool *1 to upload a
certificate proxy called "kermitthefrog”. We then use a Putty window to SSH into ngsuiO3 on port 2223
using the username of "kermitthefrog" and, when prompted, the MyProxy proxy password we created in
the uplaoder. The figure shows the Myproxy uploader window, a Putty session form and the Putty
window. The addition of this MEG interface allows access to the Ul and hence the NGS, from pretty much
any computer even without access to Java or Gsi-SSHTerm, if the proxy has been uploaded in advance

and is still valid. _
B Uptoad 1o MyProxy Server
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Fig. 1 Log in
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In my previous article | used EMBOSS to generate short random DNA sequences to submit for BLAST
homology searches to simulate the output of the high throughput sequencing technology that Paul
described earlier for his work. For Paul's work we started with a FASTA format file containing 55,000
DNA contig entries - short segments of a few 100 sequences. This file has previously taken over a month
to analyse using BLAST. In this process BLAST analyses one entry at a time a finds the best statistical
match to this in the EBI UNIPROT database which is the most likely protein produced by that contig.
Each search takes around 2.5 minutes or less but multiplied 55,000 times takes a very long time ! As
mentioned earlier we could have split out these entries one per job submitted to the NGS but this requires
55,000 input and output files and carries with it a processing overhead of each job. So the analysis was
broken up into around 1000 work 'packages' of about 50 contigs each, so that each NGS job would take
2-3 hours. There are many ways described to split the FASTA input file into these 1000 input jobs. |
chose to use the linux csplit command and a few lines of shell script which | won't describe here, being
unrelated to the UI/WMS.

However after producing the 1000 (actually 996) FASTA files each containing around 55 entries, we can
submit all of these for BLAST annotation on the NGS using just one parameterised job description (JDL)

file as in Fig 2:

Fig. 2 ParamBLAST

Here we tell the RB that we want to run our program (Executable) /usr/ngs/BLAST-NCBI using the
“Arguments” blastall -p blastx -d uniprot -i whiteflyl5- PARAM .fsa -a 1 (the standard BLAST command
line). Note that the input file has the string " PARAM_" in its name. This is replaced by a sequence of 996
numbers, generated by the Parameter* lines in the file, generating 996 separate jobs to run on the NGS.
However, as we'll see all 996 are submitted using just one command and the status of all the jobs can be

found using one command, so this job description is very powerful.
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sefsfType ="Job";

JobType ="Parameter";

Executable = "/usr/ngs/BLAST-NCBI";
?ﬂrguments = "blastall -p blastx -d uniprot -i whitefly 15- PARAM .fsa -a
StdOutput = "whiteflyl5- PARAM .out";
StdError = "whiteflyl5- PARAM .err@;
Parameters = 997;

ParameterStart = 1;

ParameterStep =1,

MyProxyServer = myproxy.ngs.ac.uk;
InputSandbox = {"whiteflyl5- PARAM_ .fsa "}

InputSandboxBaseURI="gsiftp://ngsui03.ngs.ac.uk:281 1/home/ngs0055/BigBI
ast/inputs”;

OutputSandbox = {"whiteflyl5- PARAM _.out","whiteflyl 5- PARAM _.err'};
OutputSandboxBaseDestURI="gsiftp://ngsui03.ngs.ac.u k:2811/home/ngs0055/
BigBlast/outputs";

Requirements = Member(

"NGS-UEE-BLAST-NCBI",
other.GlueHostApplicationSoftwareRunTimeEnvironment );

Rank = other.GlueCEStateFreeCPUs;
ShallowRetryCount = -1;

Fig 3 : ParamBlast.jdI

The output files (StdOut and StdError in this case) also have parameterised names. The input
parameterised file names are all expected to be in the directory /home/ngs0055/BigBlast/inputs on the Ul
machine at the start of the job and the outputs are returned to the /home/ngs0055/BigBlast/outputs
directory on the Ul after the jobs complete via the *Sandbox* lines. Of course input and output files can
be fetched from any machine and returned to any machine afterwards by this syntax, they don't have to
be the Ul machine, but for most users the Ul is most likely to be a convenient place to work from. The
NGS has sized the home file space on the Ul machine, ngsui03, appropriately taking this likely usage

input account.

The final “Requirements” line tells the WMS to run this job on any host that has the ‘NCBI-BLAST’
program installed. The ‘tag’ “NGS-UEE-BLAST-NCBI” comes from the name of the UEE (Uniform
Execution Environment) script that runs BLAST. The /usr/ngs/BLAST-NCBI is the same location of a
script on every NGS node that has BLAST installed, that sets up any local site variables and then runs
the 'blastall' program from the BLAST package. UEE Tags for other programs can be found on the NGS
applications table web page here *3, where links can be found to pages showing how to use UEE for the

other NGS installed applications.

The MyProxyServer line in the file tells the WMS where to find a long lived credential to renew yor
certificate proxy from, as this is likely to run for a day or two. We wont discuss this feature in detail here,

but more information can be found on the NGS UI/WMS wiki pages.
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In the previous article we had to use some shell scripting to submit this file to the NGS RB. For the new

WMS we can submit this using the WMS command on the Ul:

glite-wms-job-submit -o blastIDs -d aproxy ParamBlast. jdl

Where the "aproxy" is the (random) name of a proxy credential we sent to the WMS service once using:
glite-wms-job-delegation -d aproxy

As the jobs are running users can retrieve the overall status of the job and the 996 separate jobs parts as

well as which machine they are running on by using the command:

glite-wms-job-status -i blastiDs

Fig. 4 Job Status
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However as the results are returned to the Ul in the output directory, the user can see the results as the

work progresses and more output files are returned.

Jobs are submitted by default to the least loaded NGS site that the WMS can find. All the jobs are held in
a queue in the WMS and are assigned NGS sites as resources are available. So jobs will run on all
available hosts meeting the requirements of the job. For Paul's NCBI-BLAST jobs, 4 sites (Glasgow
ScotGrid, Leeds ,Oxford and STFC-RAL) were available but jobs were run on only three, as the fourth
site was already full of other work. In practice about 50-70 BLAST job 'packages' were running at the time
the job was run leading to a total throughput of 55000 annotations in 60 elapsed hours. However on a
second run more NGS CPU 'slots’ were available and 200-350 jobs were running in parallel on available
sites leading to 55,000 annotations in under 12 hours. Compared to a previous analysis time of a month,

this is an order of magnitude improvement !

In later work | hope to show how it is possible to extend the 'reach’ of the UI/WMS for this type of
annotation work to sites where BLAST and the EBI databases are not installed, using the features of the
UI/WMS, and hence increase the number of parallel jobs to 500 or more, leading to an analysis of around
6 hours or less. These techniques will be applicable for many other fields of analysis and | hope to

produce a similar article to this in a future NGS newsletter.

Hopefully from this quick introduction, you can see that the UI/WMS can help when submitting large
numbers of similar, parameter sweep like, jobs and that it can be used for any application area, whether
using your own codes or ones installed NGS wide. We have also briefly introduced the NGS UEE scripts
and how they are linked to the WMS, showing how the same program can be triggered at any NGS site in
the same way regardless of OS or site specific setup.

If you would like to get started using the NGS UI/WMS service, there are tutorials linked from the new

NGS web site (http://www.ngs.ac.uk/uiwms) and many application documentation pages have

instructions for running them (see links from www.ngs.ac.uk/applications) or just a line to the NGS

helpdesk (support@grid-spport.ac.uk).

References:
*1 http://www.ngs.ac.uk/tools/certwizard
*2 http://www.ngs.ac.uk/tools/hermes

*3 http://www.ngs.ac.uk/applications

*4 http://wiki.ngs.ac.uk/index.php?title=KGSISSHD

NGS UI/WMS Tutorial: http://wiki.ngs.ac.uk/index.php?titte=UI-WMS_Tutorial
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The user community that already makes use of the grid is very large and is growing and diversifying
quickly, generating new requirements that are beyond the scope of fixed term projects. The European
Grid Initiative (EGI) is a EC initiative that aims to ensure the long term sustainability of the grid
infrastructure for all research communities. EGI is composed of a small central coordinating legal body
running some common global services called EGl.eu and its members, the National Grid Initiatives
(NGI). The main foundations of EGI are the NGls that operate the grid infrastructures in each country.

EGI will link existing NGIs and will actively support the setup and initiation of new NGIs.

At the core of EGI is the establishment of sustainable national e-Infrastructures within individual countries
sustained by national funding to support national research communities and coordinated by NGIs.
Individually, each NGI supports its own operations and delivers resources and support to its own
collaborating research communities. The activities of the NGIs are not limited to these national-level
tasks, but extend to international tasks that allow the sharing of IT resources in a robust and transparent
way and the support of the international application communities. Each country joining the EGI project
has or will form one recognized national body (NGI) with a single point-of-contact representing all

institutions and research communities related to a national grid infrastructure.

As an NGI the UK has successfully bid to run some of the global tasks for the EGI project. We will
provide securely and reliably run accounting repositories for EGI (and if desired at the NGl-level),
ensuring a reliable record of the usage of the infrastructure for users, VOs, NGl and EGI management.
Many aspects of operating the grid infrastructure rely on the availability of information from NGls about
service nodes, contact details, security contacts, certification status, downtimes, etc. The UK has
developed the GOCDB information repository to provide such information through a central database that
can be configured and managed by each NGI. The UK will also share management of grid security in
EGI.

Within the UK, the NGl is currently a combination of the NGS (http://www.ngs.ac.uk) and the GridPP
projects (http://www.gridpp.ac.uk), including the UK’s National supercomputer facility, HECToR
(http://www.hector.ac.uk/). These projects are working together to ensure that the UK is appropriately
engaged in EGI to support UK researchers working on European and international projects. We expect
the UK NGI to evolve further in the future with the inclusion of ESFRI and other international projects

such as ELIXIR, and as the specific requirements of UK researchers become known.
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If you have used the NGS before, you will know that you “shake hands" with a
resource using a certificate - it is your “digital passport" which identifies you to

the resource, and the resource also sends its own certificate to you (but you

will most likely only see it if something goes wrong).

Why authenticate?
When you access any valuable resource, whether it's the NGS or your bank
account, you log in. This is partly to protect your own information etc, so

others don't gain access to it when they shouldn't. It is also so the resource provider - the NGS, or your
bank - knows who you are. The resources are there for you, so the resource provider needs to know that

you are accessing it and not someone else.

In the case of the NGS, authentication also helps us with reporting back to our funders (JISC and
EPSRC) because we can report usage to them with a clear picture of what individual users do: think of

authentication as helping to keep the service available for you.

Finally, we need to be able to contact you. This is partly to ensure that if you break the acceptable use
policy, someone can ask you not to; if somebody steals your credential, we can contact you. Most
“abuse”, however, is unintentional. Say your grid job runs amok and uses up your entire CPU or storage
allocation without you knowing about it. We need to tell you when something goes wrong with your

calculation - you know you want us to!

So how do | authenticate?

Traditionally every user has accessed the NGS with a certificate. This approach is widely used on the
Grid because it scales much better geographically than passwords. It offers better security, because it
combines something you have (the certificate) with something you know (the passphrase protecting the

key), just like your bank card.

Certificates are sometimes difficult to handle, though: They are usually requested with browsers, usually
have to be exported, converted using what seems like arcane magic, copied to other locations, and so
on. It makes sense to improve this process. If you have ever been frustrated by this process, look

forward to trying out the CertWizard (http://www.ngs.ac.uk/tools/certwizard) and giving us feedback.
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It is a part of a major modernisation of the Certification Authority (CA), scheduled to be implemented over

the next year.

Shibboleth

Shibboleth access is also coming soon. Shibboleth access means that if you access

the NGS via the NGS portal, you can log in using your id from your home institution,

without using any certificates at all. If you have used any Shibboleth-enabled

resource before, the process will be familiar to you: the login process is exactly

the same for every resource.

At the moment, Shibboleth login is restricted to portal access. This is because Shibboleth itself is
intimately tied to the web: you access resources with a browser, and they rely on redirecting you to your
home institution.

For various complicated reasons, Shibboleth login does not offer the same assurance that traditional
certificates do. This means that the Shibboleth login will not be accepted internationally. If you need to
do work with EGEE, or OpenScienceGrid, or TeraGrid, you will need a “proper” certificate as before. We
expect that “most” NGS users will use Shibboleth.

The other national Grid is GridPP, the UK Grid for particle physics. GridPP depends on international
collaborations, analysing data from the Large Hadron Collider (LHC), and they work closely with EGEE
and OpenScience Grid in the US. GridPP users will still need certificates to identify themselves.
Likewise, if you are using NGS resources but are also using resources on TeraGrid, you will need a
certificate. Of course, they will become easier to manage with the CertWizard.

Incidentally, while the primary focus for GridPP is the LHC, GridPP contributes a lot to other fields of
endeavour, not just other physics, but also image processing, biomedicine, and other EGEE users.
Interoperation between GridPP and NGS is important, particularly as we move towards a National Grid
Infrastructure, and certificates is a good example of where the two Grids have been interoperable for

years.

Authentication - The Big Picture

You know we issue certificates to people based in the UK. You may be surprised to learn that the CA is
contributing to many other activities. The most important is trust: it is important that the CA be trusted
internationally, otherwise you could not use your certificate outside the UK. The equivalent would be a
passport you could only use inside your country - useful for some things, but much less so than an
international passport.
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We help other countries join the global certificate infrastructure with their own CAs which is no simple
task as Grids arepeculiar in many ways and certificates from a commercial CA cannot always be used.
CAs from new countries go, as we did, through a review process to assess whether their policies and
operations meet the required standards and the UK CA has been instrumental in this process for many
countries all over the world. Associated with this is the re-review process, where CAs are re-assessed

every now and then.

We are one of the largest Grid CAs in the world (only the US DoEScienceGrid CA is bigger) and we have
contributed a great deal lot to standards for policies and best practices for operations of Grid CAs, work

which has been funded and supported by both NGS and GridPP.

Formally, the CA is a member of a PMA, a Policy Management Authority, a body whose main
responsibilities include the accreditation and review of national CAs, as well as management of the so-
called authentication profiles, policies for creating and managing certificates which are "good enough" to
be used internationally. These are the profiles which require you to manage your own private keys, and
to bring photo id to someone, to get a certificate. The PMAs also mediate and establish trust between the
international Grids and all the national CAs, with the national Grids being represented via their own CAs.
Interestingly, the Grid is never static, and a vast range of often highly technical topics are hotly debated
by members in regular PMA meetings, such as the practices of a new CA, changes to profiles and the
impact of changing policies, current and proposed new practices, changes in technology, and much
more. There are three such PMAs in the world; one for the “extended EU” (covering the EU but reaching
to Pakistan in the East, Canada in the West, and soon South Africa in the South). The other two cover
Asia-Pacific and the Americas (North and South). The EU PMA is the oldest, arising from an EU
DataGrid working group, so historically covers somewhat more than just the EU.

The PMAs are formally united in the International Grid Trust Federation, the IGTF. The IGTF is in a
sense independent, but its home is in the Open Grid Forum, the OGF. In total, the IGTF has about some
70-80 member CAs. The first IGTF All-Hands meeting, co-located with OGF 27 in Banff, Canada in
2009. Some of the members are

shown below, from left, USA, Iran,

Japan, USA, Greece, UK, the

Netherlands, USA, Czech Republic,

USA, Brazil, Venezuela, USA, WLCG,

USA, Taiwan, Canada, Japan.

Continued on pl16



The US have a lot of members because they started doing certificates before the grids, so have a lot of
infrastructure which cannot be accommodated with a national CA. This is exceptional, though. The

infrastructure, both technically and procedurally, does not scale beyond one CA per country.

Conclusion

In summary, the CA has not only enabled users to participate in scientific grid work over the past eight
years, it has also made substantial contributions to the development of the global Grid CA infrastructure,
helping other countries join the Grid, with support from both NGS and GridPP. It has made and
continues to make substantial contributions to the Open Grid Forum. But, perhaps more importantly, the
NGS will begin to offer alternative means of logging in, which means most NGS users will no longer have
to have certificates. And for those that do, there will be better and easier ways of managing them. In
other words, you can expect more changes to the way we operate over the next year to make your life

easier.
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The NGS is pleased to announce the launch of their Campus Champions scheme. Based on the
TeraGrid Campus Champions program, the NGS Campus Champion will be a member of staff from a
partner site who has some affiliation to the resources that have been added into the NGS. The key aim is
that these members of staff become expert contacts for local users and potential users of NGS and
related campus resources. The Campus Champion will be a source of information regarding NGS
resources and services that will benefit research and education, a source of user accounts on their
campus to allow researchers to quickly access NGS resources, a conduit for the campus e-infrastructure
needs, requirements and challenges with direct access to NGS staff and a host for a NGS Roadshow
event. The nominated Campus Champion will become part of the outreach and training group in the NGS
with access to all of the material and support that this group provides. Campus Champions will also act
as a trusted source of local requirements, thereby influencing the future developments and services
provided by the NGS

Benefits to the institution are many and include detailed training and documentation on the processes for
user registration and management, allocations of NGS time to allow for supporting new users and novel
developments, material for publicizing NGS and related local activities, including research success
stories etc and attendance by a member of NGS management to give a seminar on the NGS which can

be used to kick off the program locally.

More information on the Campus Champions is available at http://www.ngs.ac.uk/campus-champions




Dr Narcis Fernandez-Fuentes is a member of the Leeds Institute of Molecular Medicine in the School of
Medicine at the University of Leeds. He has been carrying out virtual candidate drug trials on the NGS as

part of a larger project to find drugs that can be used to treat diseases.

Virtual, also known as 'in silico', drug screening is the process of using the known chemical structure of
drug-like compounds and simulating their ability to interact with other molecules of interest in a particular
disease. Dr. Fernandez-Fuentes has been carrying out simulations of over 300 000 potential compounds
to see how well they can bind to a highly relevant therapeutic target. The goal is to find promising binders
that will be taken forward for experimental verification and which eventually could lead to potential

medical treatments of illnesses caused by mutations of this protein.

The simulations have been carried out using the Autodock and
Autogrid applications, installed on a number of NGS sites upon
Dr Fernandez-Fuentes' request. The large number of jobs
were spread across these NGS sites, making use of the SRB
service to store the large collection of input files representing
the chemical structure of the drug candidates and ensuring

standard methods of accessing them, independent of where a

particular simulation was running. An example of a top scoring chemical
compound (atom-coloured sticks)
discovered by virtual screening.

The NGS has allowed Dr. Fernandez-Fuentes to carry out a very large number of simulations, adding up
to almost 1 million CPU hours used, in only a few months. On his local resources, this would have taken
over a year to complete but thanks to the larger scale of the NGS, the project has already moved to the

stage of lab trials and verification, with some promising results found already.
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Throughout the lifetime of the UK e-Science program there has always been a stron UK presence in the
different working and research groups of the first the Global Grid Forum (GGF) and then Open Grid
Forum (OGF). This has included particularly strong participation and leading of the Job Specification
Description Language (JSDL), CA-Operations, Simple API for Grid Computing (SAGA), Storage
Management and Data Access and Integration (DAIS) groups. Each of these has now moved through to

either proposed or full recommendations.

Job Definition -
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Figure 1. OGF Compute Related Standards

Within the NGS we have ensured that through our participation in these and the Grid Interoperability Now
Community group that we have representations in both standards and community best practice
developments. With the continued development of the NGS Site level Services and the implementations
of the standards that we have worked on producing now being featured in more and more

implementations then we can truly say that the NGS is supporting open standards.

Continued on p19



Figure 2. OGF Data Related Standards

Nowhere is this more evident than in our support for the HPC-Basic Profile through the deployment of the
GridSAM product from OMII-UK. This includes a number of standards and extensions from not only OGF
but also OASIS and IETF. This was recently the subject of an interoperability demonstration and the
beginnings of a compliance effort during OGF27 in Banff where NGS supported GridSAM instances were

interconnected with DEISA UNICORE, NorduGrid ARC and University of Virginia GENESIS2 endpoints.

Figure 3. Standards that comprise the OGF HPC-Basic  Profile

The ongoing support and participation that NGS has with OGF now includes support for the VP e-
Research as well as the Production Grid Infrastructure Working Group, who are aiming to provide a
unified profile onto which a production grid can base its infrastructure using wither its own developed
components or using tools developed by others, whilst ensuring their interoperability with wider efforts
that are ongoing. This will aggregate the work of the HPC-Basic Profile with the outputs from the GLUE

information publishing group and the Usage Records and Resource Usage Service groups.



/ 5
# )3
, )Pt # # # "
Gillian: Who is in the team?
Durham : Phil Roffe, Systems Manager for the Institute for Particle
Physics Phenomenology (IPPP); David Ambrose-Griffiths, Systems
Administrator for IPPP; Prof Nigel Glover is the Director of Particle
Physics and it is his initiative that is the driving force behind joining
the GridPP and NGS.

GS: How long have you been a member of the NGS?

D: We became an NGS affiliate approximately 18 months ago.

GS: Why did you decide to become a member of the NGS  ?

Phil Roffe (), David Ambrose-
Griffith (r).

research and the sharing of computing resources. LHC experiments run jobs on our cluster and local

D: Being part of GridPP has been a great success for particle physics

phenomenology users have access to not only the local resource, but the opportunity to submit to many
sites around the UK. Joining NGS was a natural step to further the enabling of scientific research. The
goals and vision of NGS match those of the IPPP and therefore encouraging, improving and enabling

research across the UK is an invaluable source and we are proud to be part of it.

GS: What advantages does being an NGS member bring  Durham?

D: Through the IPPP cluster, Durham is able to provide computing resources to the wider academic
community. In turn, Durham users are able to access a wealth of external resources using NGS, with
preinstalled scientific applications. Durham's particle physics grid infrastructure is ideally suited for the new
User Interface/Workload Managements Systems that NGS has just brought into production. Durham NGS
users have access to a local Ul allowing NGS users to seamlessly exploit all sites on the NGS including the

partner resources.

GS: What projects are the Durham team participating in that involve the NGS?

D: Projects from the Chemistry department have been assisted enormously thanks to NGS and access to
wider resources. Software such as the Gaussian series and many other Computational Chemistry
applications available at external sites have assisted with parallel calculations required for research.
Working closely with the users we are able to assist with getting started with the NGS and other grid
connections. Should you want to know more information about NGS access at Durham, please contact

oper.ip3@durham.ac.uk.
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Hi, my name is Peter Oliver and | work for the STFC, Rutherford Appleton Laboratory

(RAL). I have been involved with the NGS since its conception in 2003 and my current
role is NGS Operations Manager .As Operations Manager | am responsible for ensuring
that the services that NGS provides such as the UI/WMS are run as production level

services that you can rely on. In addition, Operations monitor NGS Partners and Affiliates such that they
conform to a common standard and if there are issues Operations is there to help and assist to ensure
resources are available. Before joining RAL in 1997 to perform User Support on the National Cray J90
Service | was a computational chemist working at Bath University. During my PhD and postdoc | used
every and all computational resources | could find and if the NGS had been around then it would have
been a fantastic resource. Outside of work I'm a keen dancer and Argentine Tango is my current

favourite.
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A common beginners problem with databases is to spend time and resources coding something that the
database can already do for you. A frequent problem is when a user wishes to insert a new entry in a
table and assign it with a unique identifier. Some users may have a look up table that stores the latest
number for a particular column so before the insert can happen, they need to select latest number from
the look up table, update that entry and THEN they can get on with their original insert. Oracle have got
around this issue with the use of Triggers. Triggers are a way for the database to fire a particular set of
code upon a certain event in the database. The most common is the entry or update of a table, but it can
be to creating an objector even extended to logging into the database. A simple example is:

CREATE OR REPLACE TRIGGER TRIGGER_EXAMPLE

BEFORE INSERT ON USER.SOMETABLE FOR EACH ROW

BEGIN

:new.user_id := user_id.nextval();

END;

Upon every new entry to the user.sometable, the user_id column is populated with the user_id sequence
automatically without the user needing to do anything. This can be extended to perform inserts on other
tables or perhaps format the entry of any columns going in. Triggers are a very powerful tool within the
database. Make sure you make the most of them!




Date Location Website NGS

Presence
UK e-Science All 7th — gth Oxford http://www.allhands.org.uk/ Attending.
Hands Meeting December | yk Joint
2009 exhibition
stand with
GridPP.
5t |IEEE 7th — 11t Oxford http://www.oerc.ox.ac.uk/ieee Attending.
International December | yk Joint
Conference on e- 2009 exhibition
Science stand with
GridPP.
OGF28 15th — 19t | Munich, http://ogf.org/OGF28/
March Germany
2010
EGEE User 12th — 16t | Uppsala, http://egee-uf5.eu-egee.org/ Attending
Forum April 2010 | Sweden

We hope you have enjoyed this edition of NGS News. If you have any NGS-related
news that you would like to see published in the next edition (March 2010) then please
contact Gillian Sinclair (gillian.sinclair@manchester.ac.uk).

If you are a researcher currently using the NGS or if you have recently used the NGS,
we would like to feature your research as a case study for our website and to possibly
use it as promotional literature for the NGS. We are also looking for research papers,
conference presentations and posters to feature on our website. If you are interested
in distributing your research findings to a wide UK and international audience then

please contact Gillian at the address above.




